Autosegmental Phonology
PhD dissertation
MIT

John Goldsmith

1976



Goldsmith i
ABSTRACT

A modification of the theory of generative phonology is
suggested in this thesis in the introduction of parallel tiers
of segments (or '‘autosegments''). This is shown, in the first
chapter, to resolve certain formal and substantive problems in
the current theory. A detailed analysis of lIgbo, a tone lang-
uage of Nigeria, is presented in autosegmental terms in Chapter
Two, as well as a new analysis of the phenomenon of 'downstep'!
found in most African languages. In Chapter Three, these no-
tions are developed to account for stress and intonation patterns
in English, and various accentual and non-accentual systems are
dealt with as ways of co-ordinating the tonal and syllabic tiers
of autosegments. Work by G. N. Clements on vowel harmony is
cited to support a more general account of autosegmental phon-
ology. Chapter Four presents a hypothesis for the origin of
autosegmental phonology, suggesting that the inherent geometry
at the phonetic level is ''autosegmental,' but that language
acquisition will include the' task of ''de-autosegmentalization,'
which tends to collapse the multilinear autosegmental geometry
to a linear one at the lexical level.

This paper was submitted to the Department of Foreign Litera-
tures and Linguistics, Massachusetts Institute of Technology, on
April 30, 1976, in partial fulfillment of the requirements for the
degree of Doctor of Philosophy.
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EPI1GRAPH

From the continuing saga of Guru Rug, the 3L-year-old
perfect Rug Salesman:

Student: O Master, | have had a revelation!
Guru Rug: And what is this revelation, my son?

Student: 0 Master, | have seen that you can spell
"Guru Rug''--backwards!

Guru Rug: Yes, my son, that is true. You can spell
anything backwards.

-~WCAS Radio 1974

"For in the science of harmony, as you probably know,
the same thing happens. The teachers of harmony compare the
sounds and consonances which are heard only, and their labor,
like that of the astronomers, is in vain.'"

""Yes, by heaven!'' he said; "and 'tis good as a play to
hear them talking about their condensed notes, as they call
them; they put their ears close alongside of the strings like
persons catching a sound from their neighbor's wall--one set
of them declaring that they distinguish an intermediate note
and have found the least interval which should be the unit of
measurement; the others insisting that the two sounds have
passed into the same--either party setting their ears before
their understanding.

--Plato: The Republic Book VII -
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| have quoted at length from Harris' work to show the phonetic
or feature-like constraints on long components are, in reality, nil.
Harris was aware of the ambiguity of his position, apparently; in
a footnote (numbered 22a, perhaps added after the first version), Harris
points out that there are indeed differences between the kinds of long
components he has been dealing with. But nothing comes of this
observation.

A few years later, Bernard Bloch developed '"A Set of Postulates
for Phonemic Analysis'' (1948), in which he axiomatizes a method for
determining the phonological system of a language from a set of
utterances. His system is of some interest to us because he
proposes that ''a feature that is common to all the segments of a span
(or to all the segments that are open to it) is a feature of the span
itself, not of any seament in the span.'" (52.4, p. 36). His particular
statement is, curiously, inconsistent; if we define a feature of a
span in terms of the features of the segments of the span, we cannot
then say that the segments in that span do not have those features.
Nonetheless, Bloch's intent is clear; it would be more clearly
stated if Bloch had had retourse to another level in the grammar,
for example, at which spans of segments '"had'' features; his definition
would then be a definition of the relationship between this new level
in the grammar and the phonetic segmental level.

But while this line of analysis is temptingly similar in some
ways to the autosegmental we will develop below, Bloch's treatment
is ultimately quite different from ours, for the fact that there may
be spans with features is a fact, in his system, determined completely
by surface phonetics, and does not correspond to his notion of
suprasegmentals (it should be noted, too, that his use of the term
""feature'' does not correspond to present use; his "aspects'' are
rather more like our 'features,' but the difference is not crucial
here.) With respect to suprasegmentals, Bloch says,

48.2 Definition. Every distinctive aspect of stress
or of pitch is a prosodic feature of the segment in
which it occursa....

(The term "prosodic feature" is intended
merely to name one kind of feature, as defined in
section 47.2).

This kind of definition (admittedly
ad hoc in its phrasing) allows us to abstract the
qualities of stress and pitch from the totality of
distinctive aspects in a segment, without obliging
us at the same time to abstract certain other qualities
that we do not usually wish to treat in the same way —-—
for instance voicing and vowel color. For a language
like Hindustani, where nasalization acts very much like
pitch or stress in the more familiar languages Postulate
48 can be rephrased or supplemented so as to allow this
quality also to be abstracted as a prosodic feature.
For still other languages, where still other qualities
act in a similar way, still other modifications or
extensions of our postulates will be required.
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If we abstract away from Bloch's disclaimer (p.46) that
his set of postulates is not intended to reflect any truth, but
simply to axlomatize an arbltrary but useful procedure (o ask
whether this is a 'correct' or-a 'true' transcription of the given
utterance is meaningless...'"), we come quickly to the conclusion
that Bloch has not provided a universal characterization of
suprasegmental features. Indeed, it is the linguist's intuition
when dealing with a new language that justifies adjustment 6f the funda-
mental postulates of phonemic analysis, as Bloch says in the quotation
above. But the real task for the linguist.must surely be rather to
propose a set of criteria that determines when and whether certain
features are or are not suprasegmental.

Our object, ultimately, will be to produce a notion of ''supra-
segmentals'’ which makes specific predictions about the behavior of
these elements. We shall try to show real differences between features
per_se and supra- or (auto-) segmentals, such as the automatic
spreading of autosegmentals over the longest domain possible (in a
sense defined below in Chapter One). Features by themselves do not
spread; they merely identify a segment for what it is. The domain
of association of an '"'autosegment'', on the other hand, does spread,
quite automatically.

As | suggested earlier, it is difficult to compare this type of
approach with the structuralists', since there were no phonological
rules in their system. Certain things comparable can be found. In
his discussion of the suprasegmental pitch phonemes of English (1945),
Wells says (p. 31):

Considered phonetically in reiation to the segmental
phonemes, the length of a pitch phoneme is variable.
it can coincide in time with any number of segmental
phonemes. Its effect will continue until replaced by
another pitch phonene.

This last statement comes close to our Well-formedness Condition (see
Chapter One below); Wells is suggesting that the domain of the supra-
segmental specification spreads itself until another suprasegmental
specification is found. Wells places a left/right asymmetry on the
spreading, since it only occurs to the right in this system, but this
asymmetry is not argued for. He continues directly,

A corollary of this statement is that a pitch phoneme
cannot immediately follow itself. PFor instance, 22
would be merely a notational lapse for 2.

We shall meet this idea gain in Leben's (1973) Obligatery Contour
Principle. It is important to recognize, however, that this is not,

in fact, a corollary of any notion of spreading such as Wells suggests.
Its truth, as an empirical hypothesis, is independent of how the domain

of a suprasegmental is determined.
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More broadly, the question of how suprasegmental elements inter-
act with each other, and interact with the segmental phonemes, was
not, to my knowledge, rigorously addressed. Most importantly, form
our point of view, what factors determined the placement or coordi-
nation of suprasegmentals with respect to segmental phonemes -- and
especially the changes that these coordinations may undergo -- was
not seriously dealt with in the structuralist tradition. There is
one exception to that, and this concerns the connection of English
intonation patterns with stress.

In this domain, it was frequently explicitly recognized that
there were, in Pikes terms, '‘contour points'' where the intonational
patterns had special points of connection with syllables, or more
generally, with elements of the segmental phonology. Bolinger -- who
consistently evades classification as a structuralist -- most
clearly (1955, 1958) separated out the characteristic a syllable
may have as being the potentially prominent syllable from the point
of view of the shape of the intonation curve (called ''stress') from
actually being prominent ("accent')

But having recognized that pitch contours in Engish are associated
with syllables that are stressed -- not, for example, with a syllable
whose vowel is a schwa -- the structuralist analyses went no
further; nor could it, as far as | can see. There is no room for
a distinction, for example, between a rule of feature-assimilation,
on the one hand, and true spreading of a suprasegmental element --
what we will call a '"Flop'" rule below -- on the other. Again as far
as 1 know, such a distinction is not necessary for the analysis of
English, at least to the level of detail that has been devoted to
it so far. But the distinction becomes vital in the analysis of
African tone languages, such as lIgbo, in Chapter Two below.

As this type of distinction suggests, we are more interested
here in phonological, as opposed to phonetic kinds of analysis.
Again, it will be a feature's behavior with respect to phonological
rules that gives it away as suprasegmental, not any phonetic facts.
Ultimately, it would be extremely interesting to pursue the extensions
of autosegmental representation to phonetics, but this will not be
our goal here. Once again, the nature of the criteria used to prove
a feature "autosegmental' is something which translates very hard
into structuralist terms.

For our part, as | have indicated, we shall take our problem
to include the determination, for any particular language, of what
features are suprasegmental. By the criteria and within the system
developed in this thesis, ''stress' -- as a multi~level, or as a binary
system -- does not satisfy the requirements for autosegmentalization.
If stress works as described in, for example, Sound Pattern of
English, then stress is not autosegmental and not, in our sense,
suprasegmental.
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And yet much of the discussion of suprasegmentals in the American
structuralist tradition of the Forties and Fifties included long
disquisitions on stress as a suprasegmental. |If stress is not '"'degree
of loudness' (as has been one understanding) but is rather a means of
modulating pitch, as Bolinger proposed, then this new sense of stress

ua accent is a strong candidate for suprasegmental representation
%;Eé the section in Chapter Three below on English as a tone language).

The important literature on this subject is reviewed by Bolinger
in section 3 of his (1958) '"A Theory of Pitch Accent in English'.
Bolinger remarks,

According to Bloomfield, "stress -- that is, intensity

or loudness —— consists in greater amplitude of sound
waves." Jones gives more attention to gestural accompani-
ment, but he too insists on "the objective impression of
loudness."

In a footnote at this point, Bolinger continues,

Pike (Intonation of American English) gives first place
to intensity, but allows that duration may be a factors
Trager-Smith correlate stress with loudness, and Edith
C. Trager says unequivocally, "there is only one com~
ponent that matters —- loudness." (p. 21)

Our own position regarding the analysis of English is largely in
agreement with Bolinger, and therefore in disagreement with the
analysis of the American structuralists regarding the existence of
several levels of stress as distinct from pitch.

If we accept, however, the view prevalent in the Thirties and
Forties that stress is something closely akin to loudness, then of
the classical three suprasegmental traits -- stress, length, and junc-
ture =- none are suprasegmental within the autosegmental system. One
might choose to conclude, therefore, that autosegmental and supra-
segmental phenomena, as their names suggest, describe entirely
different things. As the citations above from Harris, Wells, and
Haugen suggest, this would be simply wrong from a historical point
of view, for tone, vowel harmony, and nasal spans are thorough-bred
suprasegmentals. But as the discussion in Chapter One will show,
there are clear restrictions on what features may be autosegmental in
a language, and we intend through these restrictions to produce a
stronger theory, a theory which is not a theory, for example, of
juncture.,

Finally, the questions we must-ask.before .we begin are:

(i) why another theory of suprasegmentals?
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For two reasons: first, because no totally satsifactory theory of
suprasegmentals has been proposed within any framework yet, and
second, because even the rudiments of a successful theory of supra-
segmentals Isn't to be found in generative phonology. Generative
systems have not to date been able to deal with the kind of
prosodic systems Harris' system (or its most similar relative
across the Atlantic, Firthian prosodic analysis) could handle.

(2) What will count as a successful generative theory of
suprasegmentals? '

The theory will have to do two different types of things:

(a) make new (and presumably true) claims about the structure
of representations at the phonological and/or phonetic levels;
and

(b) explain how these different structures undergo phono-
logical rules.

The bulk of Chapters One and Two is devoted to answering
these questions.

(3) Abstracting away from the difference between structuralist
and generative phonological analysis, how does the proposed theory
of suprasegmentals differ from the structuralists' theories of
suprasegmentals?

There is no satisfactory answer to this question, because
ultimately it is not possible to abstract away from the different
frameworks in which the theories have been put forward. In any
case, autosegmental phonology, as it is developed here, attempts
to deal with a proper subpart of the domain that was covered by
the term ''suprasegmental' in structuralist treatments. Our
intention is thereby to give an empirically more contentful theory
of these suprasegmental phenomena. [n the end, the test of our
success will be found in detailed language-specific studies, like
that in Chapter Two, and in comparative studies, in line with some
of the proposals in Chapter Three. For the linguistialready
committed to generative phonology, the arguments for our system are
those in Chapter One.
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CHAPTER ONE

AN OVERVIEW OF AUTOSEGMENTAL PHONOLOGY

1. Introduction

The subject of linguistics being the relation between
sound and meaning, its first question must be what the nature
and form of the phonetic and semantic levels are. For a
generative linguistic system, this task begins with hypotheses
about the type of formal representation that counts as a
faithful rendering of the phonetic or the semantic aspect of
a sentence, word,.discourse, and so forth.

Autosegmental phonology is an attempt to supply a more
adequate understanding of the phonetic side of the linguistic
representation. Viewed in this light, it is a proposal at the
same logical level as the idea that phonetic representation
is a linear sequence of atomic units =- call them segments; it
is at the same level as the suggestion that these atomic units
are cross-classified by distinctive features. Autosegmental
phonology is a particular claim, then, about the geometry of
phonetic representations; it suggests that the phonetic repre-
sentation is composed of a set of several simultaneous sequences
of these segments, with certain elementary constraints on how
the various levels of sequences can be interrelated -- or, as
we shall say, '"associated."

To say that autosegmental phonology is a hypothesis about
the geometry of phonetic -~ and ultimately phonological =--
representations is rather abstract at best. From another, more
down-~to-earth, vantage point, autosegmental phonology is a
theory of how the various components of the articulatory
apparatus == the tongue, the lips, the larynx, the velum =-- are
coordinated. That is, at the most superficial, observable
level, the linguistic signal is split up into a large number of
separate information channels. Viewed from the production side,
this consists of the specific commands to the larynx, the velum,
the tongue, and so on. At an YYabstract' level, this information
no doubt comes about from splitting up a more unified representa=
tion. All this becomes clearer with an example. Consider the
word ""pin.," As the orthography suggests, the linguistic
representation of the word consists of three segments linearly
ordered, as in (1).
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(1) [+conson | [+syllabic]|[+conson |
' ~nasal -nasal +nasal
+labial ~labial -labial
-coronal | [=coronal +coronal
. . .
. . .
. . .
'p? i $i I ! ]

The production of this word, however, involves separate,
though coordinated, activity by the velum, the lips, and so
forth -- expressed roughly in (2).

(2) A Score for the Orchestration of 'Pin’

Lips: ...c]ose up....open.................O.......
Tongue: ...High and front..c.c......touch the palate
Velum: ..Raise.............Lower...................

The standard linguistic assumption regarding the nature
of phonological representations =- that they look much as in (1) --
implies that the process of language acquisition and of perception
includes the development of the ability to take a representation
much as in (2) and slice it vertically into columns, assigning
the appropriate feature specifications to each column, ultimately
dertving a representation like (1): P-1-N. In short, the normal
assumption about phonological representations implies that in
processing a signal, we learn to shift around slightly the hori-
zontal alignment of the commands in (2) == we “justify! it -- and
patch it up so that it may be sliced up vertically into the
phonologically, and hence psychologically, real segments. Let us
call this assumption the '""Absolute Slicing Hypothesis."

In the example we considered -- saying '"pin" as in (2) --
the process described above is essentially correct. The
Absolute Slicing Hypothesis is adequate, then, to the level of
detail we have considered in (2). Suppose, however, that we
add to the orchestral score in (2) the activity of the larynx
that gives rise to pitch. |If | am uttering this word '"pin' in
isolation, and disregarding the actual sluggishness of the vocal
folds for the nonce, the syllable will be uttered at a rapidly
falling pitch. For reasons that will be developed in detail in
Chapter 3, I will represent the Falling pitch as the sequence of
a High pitch and a Low pitch. A more faithful version of (2),
then, would be (3).

(3) A Revised Orchestral Score for 'Pin'

Lips: ...c]ose up..I.Open........................
Tongue: ...High and front...e......touch the palate
ve]um: ..Raiée.......l.....Lweroi....I.C........l

Larynx: ...High Pitch.....LOW Piteheeeeeeeeeeomenas
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The assumption of the Absolute Slicing Hypothesis fails now,
and this failure is in no sense a trivial one. The laryngeal
pitch specifications are, we shall argue below, and in detail in
Chapter 3, not the result of specification of any of the segments
in (1), the phonological representation. The Falling pitch of
this utterance is not part of the phonological segments in the
same sense that the other commands in (3) (those for the lips,
the tongue, or the velum) are.

The speaker of English thus factors out the pitch, and does
not attempt to include the pitch features in the huge musical
score which is sliced up into the more abstract segments as in
(1). In this sense, then, the Absolute Slicing Hypothesis fails:
the slicing is not absolute or complete, but rather may exclude
some parts of the linguistic signal,

This failure of the Absolute Slicing Hypothesis is non-
trivial in two separate, important senses. First, it is only an
accident about English that the laryngeal pitch features are
excluded from the Great Slicing. Other langauges may well
include pitch as a part of the signal which is sliced up into
successive segments. Conversely, a language may exclude some
features from the Great Slicing that English happens to include.
Guarani, as we shall see below, happens to exclude the nasal-
ization feature, while English includes it. Whether a particular
channel of articulation is included cannot be specified uni-
versally once and for all.

The second sense in which the Universal Slicing Hypothesis
fails non=trivially will be the key to the successful formulation
of its successor. The articulatory levels that are excluded --
in the present example, pitch -~ are themselves susceptible to a
"siicing'" or segmentation. Thus, while the laryngeal pitch
commands in (3) do not correspond to the standard phonological
representation in (1), they do in fact correspond to a more
abstract segmented level, as in (4).

L

(4) H L where H = High and L = Low

In the present example, of course, the empirical significance of
the representation in (4), including the meaning of the star *,
remains open for the present. The important point is this,
however: while a language may exclude an articulatory level

from the Great Slicing that leads to the principal segmentation
(corresponding to P-1=N in (1)), the excluded articulatory levels
form themselves segmented domains, domains in which the segments
are linearly ordered, and where the segments are cross-classified
by feature specifications. In general, the formal properties of
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the "phonological'’ representation, as in (1), will be mirrored
on each level. Just as (1) corresponded to (2), then, (5)
below == the revised and now autosegmental representation
corresponds to the more adequate orchestral score, (3). And
(5), we see, is a synthesis of (1) and (4). The precise
significance of the "association lines'" linking the tonological
and the phonological levels will become clearer shortly.

(5) [+cons [+sy1labic| [+cons

-nasal =nasal +nasal
+labial -labial -labial
-coronal | |-coronal +coronal

+high -high
-low +low

To develope this idea, however, let us turn our attention
from these rather general comments on the nature of phonological
segmentation to some more pressing problems in generative
phonology. A proposed theoretical revision must in general be
shown to resolve a dilemma in the standard theory; we shall
therefore proceed to several general types of phenomena that
are all difficult or impossible to account for in the standard
framework, which assumes only one string of segments in a phono-
logical representation. We shall show how each phenomenon of
this type individually leads toward the same solution, auto-
segmental phonology. In the process of doing so, we shall see
that these phenomena in general, though not invariably, cluster
together, as predicted by the autosegmental solution.

We shall consider:

(i) The existence of contour-valued features, such as rising
or falling tones on vowels, or pre-nasalized stops, such as Nd, M,
etc. Here the argument must be made that in some languages, short!
vowels bear these dynamic or contour tones, and that furthermore
such a contour tone is linguistically the concatenation of two
level tones, rather than being an atomic unit itself.,

The existence of such short vowels with contour-tones has
been argued for recently by a number of linguists, most forcefully
by Will Leben (1973). No satisfactory theoretical account has
been given, however.

(ii) From contour-featured segments we shall turn to the
phenomenon of ''stability,' or the tendency of a feature value to
persist despite the erasure of the major segment (generally, vowel)
which appeared to have born that feature. Roughly, that is, we
find in tone languages that when a tone=bearing vowel is deleted
by a phonological rule, the tone that was being borne does not
delete also, but rather shows up elsewhere on a neighboring segment.





