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Chapter 1
Introduction / Historical Review

Forty years ago, major developments in linguistics, information theory, formal
mathematics and data processing led researchers to attempt to model linguistic phenomena
on digital computers. Ten years later, in 1960, the organizers of the First National
Symposium on Machine Translation reported that sufficient progress had been made to
offer the hope that the marriage of computer science and linguistics would soon offer
working models of machine translation and automatic speech recognition (Edmundson
1960).! While the next decade proved this goal to be elusive, the prospects of using
computers to model linguistic theories remained promising. In 1970, Morris Halle and M.
P. Schiitzenberger wrote in the preface to The Formal Analysis of Natural Languages, a
conference at the Institut de Recherches en Informatique et Automatique:

"(the conference is organized) ... in order to bring computer scientists into
contact with linguists concemed with the formalization of natural
languages. In bringing these groups together it was the hope that each
would benefit from the contact. Although computers have as yet been used
only sparingly in linguistic research they clearly are promising tools for
research ... As might be expected not all areas are equally advanced. Thus
phonology appears to have reached the point where it is possible to focus
fruitfully on the abstract character of the formalism and to use it as a tool
for further discoveries. (emphasis mine)"

It is in this spirit that the current project is undertaken. Unfortunately, in the twenty years
that have elapsed since Halle and Schiitzenberger offered their rosy assessment we have
not witnessed the expected explosion in the computational modeling of linguistic theories.
In fact, by 1980, in the judgment of much of mainstream linguistics, the entire enterprise
of computational Yinguistics was not only dead, but thoroughly discredited (Slocum 1985).

At the same time that post mortems for computational linguistics were being
written, important developments were making possible a new rapprochement between
computer science and linguistics. Both autosegmental and metrical phonology have signif-
icantly expanded the representational repertoire of generative phonology as well as
reducing the formal distance between representations and the rules that modify them.
Natural phonology and related theoretical approaches have reintroduced the importance of
sonority as a phonological variable (Vennemann 1974; Kahn 1980; Hooper 1972;
Hankamer & Aissen 1974). More recently, harmonic phonology has developed a
conception of phonology where rules consist of the attraction toward goals and the

IWhile Chomsky would later disavow any direct connection between his research program and that of the
machine translation/computational linguistics community (LSLT 1975, pp. 6-7, 39-40), carly generative
theory developed in parallel with formal mathematics, computational theory and computer science (e.g.,
Chomsky 1956, 1958, 1963)
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satisfaction of constraints instead of being blindly driven by structural descriptions
(Goldsmith 1990a, 1991, Brentari 1990, Bosch 1991, Wiltshire 1992).2

At the same time that the formalist approach to phonological theory represented by
early generative phonology has undergone significant modification, computational theory
has developed in a somewhat parallel direction. Dynamic and non-linear programming,
declarative languages such as LISP and PROLOG, and parallel distributed processing all
represent important developments that significantly increase the computational power of
computer models while decreasing the formal distinction between program and data.
More recently, a variety of connectionist and computational networks have been applied
to linguistic analysis with promising results (McClelland & Rumelhart 1981, 1986;
Feldman & Ballard 1982; Pinker & Prince 1988; Eiman 1989). Within the domain of
phonology, there has been a recent explosion of interest, with a wide variety of
computational approaches currently competing to offer integrated accounts of
phonological phenomena (Halle & Vergnaud 1987, Dresher & Kaye 1990; Dresher 1991
Lakoff 1989; Touretzky 1989 Touretzky & Wheeler 1989; Touretzky & Gupta 1992
Smolensky & Prince 1992). The current study flows out of the confluence of these
converging streams in phonological and computational theory.

While the theoretical landscape is quite different from that of the fifties and sixties,
and while the resulting changes have been generally beneficial, residual difficulties remain
that make a synthesis difficult. Although recent phonological analyses frequently refer to
quasi-scalar variables like sonority and degrees of stress, the formalism of generative
phonology still makes the representation of such variables quite difficult. While a great
deal of attention is now being paid to the issue of phonological representations, it is often
accompanied by a commensurate lack of formality in the description of phonological rules.
Indeed, phonologists have frequently treated rules and representations as competing ideas
rather than as complementary tools within the theoretical arsenal (cf. particularly Stephen
Anderson's 1985 history of 20th century phonology that is subtitled, Theories of Rules
and Theories of Representations). '

Computational theory in general and connectionism in particular faces a
complementary problem. Whereas current phonology makes reference to numerical
values or activation vectors (e.g. sonority) that can't easily be incorporated into its
formalisms, connectionism has difficulty finding numerical activation vectors that can
adequately represent linguistic constituents.? Geoffrey Hinton observes in the introduction

2lronically. these developments have relaxed precisely those features of the generative formalism that
prompted Halle to be optimistic about the modeling of generative phonology on a computer in the first
place: the formal distinction between syntax and semantics, between program and data.

3Beyond the practical problems encountered in any attempt to model linguistic phenomena in a
connectionist-style network, philosophical and political differences often make a reconciliation between
advocates of the "symbolic" as opposed to the "connectionis” paradigms very difficult to achieve (witness
the Cognition (1988) debate with the subsequent exchanges by Smolensky (1991b), Fodor (1990, 1991)
and others). Recent signs of a more profitable rapprochement can be observed in Hinton (1991).
Smolensky, Legendre & Miyata (1992), Dinsmore (1992) and meetings at the University of New
Hampshire (1991), the Abbaye de Royaumont (1991, 1992} and the Cognitive Science convention in
Bloomington, IN (1992).
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to the 1991 MIT volume, Connectionist Symbol Processing, that its contributors intended
to address —

" ..the current tension within the artificial intelligence community between
advocates of powerful symbolic representations that lack efficient learning
procedures and advocates of relatively simple learning procedures that lack
the ability to represent complex structures effectively. The contributors
aim to extend the representational power of connectionist networks
without abandoning the automatic learning that makes these networks
interesting."

Implicit in the discussion is the admission that compositional symbol systems are not
congenial (or even possible) domains for connectionist modeling (cf. Fodor & Pylyshyn's
1988 critique). Natural language serves as a paradigm case for the difficulty facing
connectionist models, possessing a gross temporal structure that is traditionally
represented in terms of a hierarchical constituent structure. Moreover, within generative
frameworks, linguistic representations are generated by a combinatorial syntax and
modified by derivationally ordered rules. Given the complexity of the domain and putative
success of the generative formalism, both advocates and critics of connectionism generally
argue that more powerful representational models will be needed in order to adequately
account for linguistic phenomena.

We are left with a situation where linguists propose a quasi-numerical
representation of their data (e.g. sonority) but lack the computational machinery necessary
to process its phonological implications, while connectionists possess the necessary
computational machinery but lack the representational theory necessary to quantize
linguistic data. In other words, each discipline's problem may be the search for the other's
solution. As a result, the representation of phonological phenomena such as syllabification
and stress assignment using connectionist-style networks offers an excellent opportunity to
test both a phonological theory that incorporates energy measures such as sonority and a
computational theory that implements connectionist architectures.

For the last three and a half years, John Goldsmith and I have been examining an
approach to linguistic theory construction that uses "dynamic computational networks" to
develop and systematically evaluate alternative phonological representations. As a
descriptive term, "dynamic computational networks" will be used to refer to simple
spreading activation networks that permit the internal state of a unit to be directly
influenced by neighboring units. Using this tool, syllabification, phonotactic constraints,
stress assignment and a variety of phonetic realization rules have all proven to be amenable
to network explanations.

1.1 Justification for a dynamic computational model — Wave Phonology
One of the tensions that often characterizes contemporary phonological discussion

is the purported choice between rules and representation. As was noted above, Stephen
Anderson (1985) organizes the recent history of phonology in terms of this opposition.
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Contemporary approaches often attempt to distinguish themselves by reducing the role of
explicitly stated rules, particularly to the extent that they need to be serially ordered within
a derivational framework. For many, the ultimate goal would be to design a phonological
representation that can eliminate rules altogether (e.g. Scobbie 1991). Connectionist
architectures have historically aligned themselves with this approach, claiming that
apparent rules are epiphenomenal to the complex patterns of connections within a
network (cf the title of the 1991 New Hampshire conference — Language With or
Without Rules?; Rumelhart & McClelland's past-tense network, 1986).

The proposed model represents a moderating position on the rules/representations
dichotomy (Goldsmith & Larson 1990). Goldsmith's conclusion in Autosegmental &
Metrical Phonology (1990a), for example, expresses the desire to retain but redefine the
role of phonological rules:

With respect to the notion of rules, throughout most of this book we have
retained the traditional generative conception, according to which rules
come with a structural description and apply if that description is met. ... I
believe that this notion stands in need of serious revision, although, as we
have seen, ongoing research in phonological theory has been able to
enunciate a powerful conception of phonological representations,
independent of any changes in the theory of rules. Now, however, ... we
may proceed to a novel and even more compelling picture of phonology, in
which rules interact with phonotactic conditions on a small number of
levels to develop representations at each level satisfying the conditions
stated there.

In phonology, the model we arrive at is one that looks more like a
model of chemistry than the models of classical generative phonology, in
which the phonological grammar resembled nothing more than a computer
program. In the model that is emerging currently, representations have a
complex geometric structure, but relatively few degrees of freedom in the
changes they may undergo. Rules define possible changes in the structure
of the phonological material, and in each and every case, the changes are
motivated by an attempt to achieve a greater satisfaction of well-
formedness conditions. This bears a striking similarity to the notion that
chemical systems tend toward a lower energy level, consistent with the
properties that they have. The application of this kind of model has been
urged elsewhere in cognitive studies by Smolensky (1986), for example,
and the convergence of work in phonology with that in other areas of
cognitive science offers great hope for continued advances of the sort that
we have seen in phonology in the last fifteen years (pp. 331-332) .

As the project was originally conceived, we imagined building connectionist models
similar to Smolensky's harmony machine (Smolensky 1988; McMillan & Smolensky 1988,
Legendre, Miyata & Smolensky 1990; etc) or Touretzky's BoltzCONS network
(Touretzky 1989, Touretzky & Wheeler 1989, Touretzky, Wheeler & Elvgren 1990, cf.
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Lakoff 1988). Unlike the associative network models that replace rules with a simple
weight matrix 4 la Rumelhart & McClelland's past-tense model, Aarmony machines
incorporate "rules” as a set of soft constraints in a multiple constraint satisfaction or
energy minimization problem.

While such networks hold great promise for processing systems of variable
constraints (or rules), they do not, in fact, address the kinds of concerns that are
introduced when we attempt to manipulate the phonological variables that are appropriate
to the description of syllabification or stress assignment. Ultimately the issue seems not to
be the role of rules vis-a-vis representations but rather the type of rules or representations
that need to be manipulated within a phonological grammar. Connectionist models are not
without their "rules," encoded in restricted patterns of connections, activation formulas
and learning algorithms. A computational device that processes numerical activation
vectors is different from one that manipulates formal symbols with a combinatorial syntax,
but both utilize rules that act on a phonological representation.

As a result, we must look in a different direction to find the contrast between the
proposed model and other competing approaches. Goldsmith (1990) contrasts two
approaches to the representation of syllables, a symtactic phrase-structure model that is
characterized as the external representation of the syllable, and a sonority approach that
characterizes the internal representation of the syllable. In the next chapter we will
similarly describe two alternative conceptions of syllable structure: a constituency model in
which syllable representations and the rules that modify them are described in terms of
formal symbolic atoms governed by a combinatorial syntax, and a sonority model in which
the energy relationships present within and between syllables are computed.

When one considers the contrast in terms of underlying metaphors, we find
ourselves moving from the domain of classical particle physics to quantum mechanics.
One of the most provocative metaphors for describing linguistic phenomena is to be found
in a seldom-cited essay written over 30 years ago — Kenneth Pike's 1959 essay entitled,
"Language as Particle, Wave and Field." Rather than drawing a contrast between rules
and representations, the essay contrasts different conceptions of the phonological "stuff."
Drawing inspiration from the particle-wave duality that informs quantum mechanics, Pike
identifies linguistic correlates to each of the three basic conceptions of physical reality. He
writes:

These three views of language can be summarized in different terms.
Language, seen as made up of particles, may be viewed as if it were
STATIC — permanent bricks juxtaposed in a permanent structure, or as
separate 'frames' in a moving-picture film. The view of language made up
of waves sees language as DYNAMIC — waves of behavioral movement
merging one into another in intricate, overlapping, complex systems. The
view of language as made up of field sees language as FUNCTIONAL, as a
system with parts and classes of parts so interrelated that no parts occur
apart from their function in the total whole, which in turn occurs only as
the product of these parts in functional relation to a meaningful social
environment (p. 129).
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Pike goes on in the essay to lament the fact that contemporary approaches (a la 1959) to
linguistics in general and phonology in particular rely almost totally on the static parricle
view of language. While the movement from item and arrangement (IA) to item and
process (IP) and ultimately to generative-transformational descriptions of phonology
move from the purely static to the processual, even generative phonology and its
descendants tend to view the terminals that appear in the structural descriptions of
phonological rules as discreet particle-like entities or constituents that possess enumerable
properties and which can enter into a variety of relationships with each other.*

Pike goes on to observe that several phenomena in language can only be accounted
for when one observes wave-like energy relationships within the linguistic utterance. Both
syllables and metrical feet exemplify a periodic rise and fall in energy. The sonority
hierarchy that has been observed for nearly a century describes a bell-shaped distribution
where the nucleus comprises a high-energy peak with consonants tailing off to the margins
(Sievers 1893; Jespersen 1904). The preference within the world's languages for CV
syllables as well as the preference for binary metrical feet represent phenomena that are
best accounted for using computational devices appropriate to the discussion of energy
relationships. While the computational machinery necessary for the description of
particles has been well established for decades, no comparable models have been offered
for the description of waves.> The dynamic computational networks proposed in the
following chapters are specifically designed to fill this vacuum, offering a computational
device that can process the energy relationships within the syllable and/or metrical waves.

As a result, we can perhaps label two (or perhaps three) approaches to phonology:
particle phonology (with apologies to Sandy Schane) and wave phornology. While there
may be a strong temptation to embrace one and criticize the other, both may, in fact, serve
as complementary metaphors that are each capable of explaining certain phonological
phenomena. A theory that attempts to account for wave-like phenomena in language is
not necessarily inconsistent with theories that attempt to account for particle-like
phenomena. Just as quantum mechanics accounts for the behavior of electromagnetic
radiation by reference to a particle-wave duality, the choice between particle analyses and
wave analyses in phonology may be a both-and rather than an either-or proposition. Pike
does not propose that waves supplant particles as linguistic primitives but that they rather
enhance our descriptions. He concludes,

The solution to our problem does not lie in this direction (i.e., eliminating
particles). Rather, a view of the multiple structuring of data, in three
particle hierarchies of phonology, lexicon, and grammar, must be retained.

4Sanford Schane's "particle phonology" (1984) is an explicit attempt to cash out the implications of the
particle metaphor with respect to phonological description.

SWith the recent development of cognitive linguistics (¢f. Brugman & Lakoff 1988; Langacker 1986) with
an attendant application of associative connectionist models to the problem of describing semantic fields
(Cottrell 1987, 1988; Harris 1989), the field approach to language has also developed an appropriate
computational architecture (cf. "Field Computation in the Brain,” MacLennan 1992). The description of a
distributed memory where information is encoded in “"the pattern of connections” rather than any
particular memory address also proves amenable to the field metaphor.



But this hierarchical-particle approach must be supplemented by wave and
field outlooks for providing dynamic and functional components within the
analysis. . . . Now following this experience, I am convinced that all forms
of human behavior can be studied in terms of a hierarchy of particles, a
sequence of waves of events, and a background field within which there are
manifested concentrations of energy that we call events (p. 143).

In light of the possibility that particle phenomena and wave phenomena are simply
alternative conceptions of the same reality, the current project will defend the need for
incorporating tools that describe and manipulate energy waves. While the terms are not
strictly equivalent in either extensional or intensional terms, during the course of our
discussion we will alternately refer to the sonority model as a computational model or a
wave model of the syllable. In the same way, we will somewhat interchangeably refer to
the constituency model as a syntactic or particle model. '

1.2 Evaluative criteria

The question that faces us is what would count as a demonstration of the value of
the sonority/computational/wave model. We propose that meeting any of the following
four conditions would provide a warrant for the approach, with each successive condition
offering a weaker justification.

1. Computational (sonority-sensitive) constraints can exhaustively
account for the phonological phenomena under analysis.  Alleged
constituency-sensitive constraints prove to be either incorrect,
epiphenomenal or derivative.

2. One or more significant phenomena relating to the syllable can
only be accounted for by reference to sonority-sensitive constraints or
processes, even though other phenomena may well depend on constituency
relationships. Such a theory should be able to translate between or at least
integrate the two modes of representation.

3. While syntactic processes and constraints can exhaustively
account for all of the phonological phenomena under analysis, one or more
of these processes can be translated into computational terms and thereby
be processed more efficiently and/or be made amenable to an automatic
learning process.

4. One or more phonological processes can be accounted for using
the computational model.

While it arguably would be sufficient to demonstrate the empirical adequacy of the
network approach over an appropriately broad range of linguistic data, we will attempt
throughout to compare network analyses to competing analyses both within the symbolic
and connectionist traditions. One of the advantages of the network architecture will be
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the availability of explicit measures of its power and its descriptive adequacy (cf. Chomsky
& Halle 1968; Halle 1970).

1.3 Outline of the dissertation

In the following chapters, we will describe the architecture of the dynamic
computational network, test it over a variety of phonological domains, and then describe a
learning procedure that permits automatic training of the network given a limited corpus
of data. The second chapter will describe the architecture of the various components of
the model. Chapters three through five will apply the model to a variety of linguistic
phenomena—syllabification and phonotactic constraints (chapter three), stress assignment
(chapter four), and phonetic realization rules (chapter five). Chapter six will examine
connectionist learning procedures that allow the network to discover inductively the
coefficients that characterize the grammar or knowledge of the system. Readers who are
more concerned with the linguistic analyses than the mathematical description of the
model should scan the second chapter and then focus on chapters three through five.



Chapter 2
Architecture of the Model

Under the rubric dynamic computational networks we intend to encompass a
rather broad range of models that permit the representation of phonological information
through the use of a small number of numerical activation units (Rumelhart & McClelland
1986, Smolensky 1988; Goldsmith 1990). Before describing the architecture of the
proposed model, several observations concerning the choice of titles are appropriate.
While we have avoided the label "connectionist”, the networks do, in fact, belong to this
general class. Several considerations motivate the avoidance of the term. While
connectionist networks can and do possess a wide variety of architectural designs (cf
contributions in Hinton 1991), in common parlance the term is typically applied to
associationist learning networks that presuppose significantly less temporal and symbolic
structure than the proposed networks (Rumelhart & McClelland 1986). The networks
which will be proposed are particularly designed to account for the wave-like phenomena
described in chapter one (syllables, metrical feet, etc.) while associative nets more
naturally model the fleld-like properties of linguistic phenomena (semantic networks,
multiple constraint satisfaction, etc.). The term "connectionism” also tends to evoke in the
reader's imagination not just a computational architecture, but a host of philosophical
commitments, witnessed by the Cognition debate and particularly the critique by Fodor &
Pylyshyn (1988). While we are sympathetic with Smolensky's response in "On the Proper
Treatment of Connectionism" (1988), we would rather sidestep the issue altogether, at
least provisionally. We view computational networks first and foremost as a fool of
linguistic research—a tool which may well influence how and why linguistic theories are
developed, but one which can potentially model a wide variety of theoretical positions. As
was noted in chapter one, we also owe a large debt to both the connectionist and symbolic
paradigms, receiving from the former a powerful repertoire of computational devices and
learning algorithms and from the latter a wealth of insight concerning the complexity of
phonological representations and the processes by which they can be modified.

The title, dynamic computational networks, does identify several positive
commitments as well.  First, phonological phenomena are viewed as potentially
representable by a network of relatively simple units. As noted in chapter one, current
phonological theories should be amenable to the network metaphor, both in the fact that
they often utilize quasi-scalar constructs such as sonority and variable degrees and stress
and in the fact that segments are subject to contextual influences. Autosegmental and
metrical representations are already network-ready in that they encode contextual
relationships as a complex of associated units (autosegments, grid marks, etc.}. Even
standard derivational models typically propose a mapping between underlying and surface
representations that is mediated by one or more intermediate levels. The major distinction
between the current model and these theoretical precursors is the fact that the current
network is a computational network. Rather than manipulating formal objects
syntactically, the current approach attempts to quantize the relationships between units.
Sonority is the prototypical quasi-scalar phonological variable and, as such will play an






